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Introduction 
Researchers in all fields of science and engineering fit mathematical functions to data almost on a 
daily basis, and they use well-established statistical methods to extract useful information from the 
results. Popular choices for the mathematical functions are polynomials and goniometric functions, 
as well as exponentials, Gaussians, Lorentzians, and various combinations of these. Often the 
overall shape of the data gives a clue as to what type of function seems to be appropriate. But what 
if the mathematical function cannot be simply guessed? Or, what if one does not want to rely on a 
possibly biased preconception about the type of function that is supposed to fit the data? Problems 
of this kind happen frequently. Scientists and engineers are often confronted with data for which 
there is no theoretical model, for which it is not clear, for example, whether or not they contain a 
periodic component, or for which the complexness of the shape appears to rule out any member of 
well-known function families. Yet what the researchers still want is to separate the random errors 
from the trend and to find the analytic function that represents this trend as truthfully as possible. 
This article explains what to do in these circumstances. We describe the algorithm of a computer 
program, spline2, which has been specifically designed for this type of freestyle data fitting. The 
program can be downloaded from the websites mentioned at the end of this article. 
 The problem can be stated as follows. Given N datapoints xi, yi (i = 1, 2, .. N), of which the 
values yi contain random errors εi, 
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yi = f (xi) + "i,          (1) 
 
we want to find the best estimate of the function y = f(x) without a priori knowledge about it. The 
random error in yi has the statistical properties 
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where E denotes the expectation value. The variance
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2 of the random error in yi can in principle be 
different for each datapoint. However, in many cases the variances are poorly known to the user and 
one then simply assumes a common value for all 
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2; this issue will be discussed later. In this article 
we will work with the normalized errors instead of with the errors themselves. The normalized error 
δi is defined as 
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The noise present in many data can be considered “white”. This term expresses the fact that 

the random errors in the data are independent of each other, 
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E("i" j ) = 0 (i # j) .        (5) 
 
However, it is not safe to assume that this is always true. In many cases, often without the user 
knowing it, some kind of filtering or averaging process has acted on the data “after” the noise has 
originated. The effect is that the random errors in neighboring datapoints become correlated, i.e. 
that Eq. (5) is no longer true for 

! 

j " i  equal to some small number. If one would not be aware of 
this – and it is easily overlooked in visual inspection of the data – freestyle curve fitting may lead to 
very incorrect results, since keeping the quantity E(δiδi+n) at the correct value is a crucial part of the 
spline2 algorithm, as we will see. In this article it will be assumed that the autocorrelation function 
is of the following type: 
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This exponentially decaying form is a good approximation for many practical cases. The quantity ξ 
is called the autocorrelation length (white noise has ξ = 0). In addition to providing the best 
estimate of f(x), the algorithm to be described also determines the value of ξ that agrees best with 
the data. To capture f(x) in an analytic form, spline2 uses spline functions, which are eminently 
suitable for the problem at hand, because they are very flexible functions and capable of 
representing virtually any conceivable trend. Splines are briefly described below and fully discussed 
in Ref. [1].  
 

Splines, intervals, and knots 
A spline, here generically denoted as S(x), is a piecewise polynomial function. To visualize this, one 
should imagine that the data range [x1...xN] is divided up – as needed –  in a certain number of 
intervals. The breakpoints between the intervals are called interior knots. The outer datapoints are 
also knots. Each polynomial piece of the spline covers an interval. Here we will limit ourselves to 
the case where all pieces are third degree polynomials. The polynomial pieces are constructed in 
such a way that in each interior knot the polynomial pieces to the left and to the right of the knot 
have the same value, the same first derivative, and the same second derivative. Only the highest 
derivative, a constant, is allowed to be different on both sides of a knot. Taken together, these 
polynomial pieces form a smooth curve, of which the “flexibility” is highly dependent on the 
number of knots and their distribution along the x-axis. The principal task of spline2 is to determine 
the optimal number and distribution of knots for approximating the trend in the data under 
consideration.  
 

Numerical methods 
 
Outline 
The method by which the best approximation of f(x) is obtained can be summarized as follows. 
Spline2 systematically generates a collection of different trial splines S(x), i.e. splines with different 
knots, and fits them to the data in the least-squares sense. For each spline the set of normalized fit-
residuals di (i = 1, 2, .. N) is then calculated, 
 

! 

di =
yi " S(xi)

si
,         (7) 

 
where the positive number si is the user-supplied estmate of the uncertainty in the ith point: 
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 si is the user estmate of σi.        (8) 
 
We will say more about these estimates in a moment. After a careful analysis of the sets of 
residuals, spline2 ultimately decides in which of the trial cases the statistical properties of the 
residuals are the most consistent with those of δi (Eq. (6)). This then logically implies that the spline 
in question is the one that resembles f(x) as closely as possible. An important additional criterion is 
that given the choice between statistically equivalent candidate splines, the program will select the 
simplest spline, i.e. the spline with the smallest number of knots. This implies that Nature is not 
expected to act in a more complicated way than necessary – a debatable point, but one that we do 
not want to discuss further here. 
 
Statistical tests 
Before we describe the fitting algorithm in more detail, we first have to look at the kind of statistical 
test that should be applied to decide if a particular function S(x) fits the data well. In doing so, we 
should also include the cases where the error variances 
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2 of the datapoints are imprecisely known. 
Normal practice after carrying out a least-squares fit, i.e., after varying the adaptable parameters of 
the mathematical function until the residual variance is at a minimum, is to apply the χ2-test to it. 
That is, one calculates the statistic 
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where m is the number of adaptable parameters. If S(x) is the correct fitting function and if the 
values si  are the correct estimates of σi, this statistic is χ2-distributed, with expectation value 1 and 
standard deviation 

! 

2 /(N "m) . Thus, the value of r2 actually found is easily tested against this 
interval. If, however, one’s estimates of the error variances are incorrect, the χ2-test quickly loses its 
power, and the outcome ceases to tell anything about the correctness of the function fitted to the 
data at hand. Suppose, for example, that one underestimates all uncertainties σi by 10% and 
therefore all variances by about 20%. This would actually be only a small misjudgement. The effect 
will be that the correct S(x) gives rise to an r2 that is too large by a factor 1.20. Therefore, a 
potentially correct r2 (=1) is brought outside the interval of one standard deviation already for 

! 

N "m  as low as 50, which is a common situation for data fitting. The conclusion is that the χ2-test 
is useless, because it is too critically dependent on our precise knowledge of the data errors. (A 
common, but dangerous, practice in these cases is to invert the reasoning: one picks a fitting 
function and assumes that the fit is correct; the value found for r2 is then used to estimate the 
uncertainties through σi = rsi.) Clearly a better test is needed. We cannot hope to get complete 
immunity to all types of misjudgement. However, much can be gained if we could use a statistic 
that makes us at least less sensitive to such errors. This is especially important for the present case 
of freestyle spline fitting, since a spline can be given enormous (or even too much) flexibility, by 
increasing the number of knots and varying their distribution, and it is therefore vital to prevent the 
splines from employing this flexibility to fit part of the noise. The Durbin-Watson test [2] is a little-
known test that gives us the desired insensitivity, and it is with this test that we begin to explain the 
algorithm by which spline2 finds the best fitting spline. To incorporate the effects of 
autocorrelation, we have modified the Durbin-Watson test somewhat. 

In its original form, the Durbin-Watson test is applied to a statistic that we call Q(1,0) in this 
article. It is defined as 
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where we have used the following notation for avarages: 
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For the calculation of Q(1,0) after the least-squares fit of S(x) to the data has been determined, the 
values di are necessary and therefore also the estimates si  of the data uncertainties (Eq. (7)). If 
nothing is known about the size of these uncertainties, one can do no better than set all si  equal to 
1; if one has at least some notion of which data are more reliable and which are less reliable, one 
should try to give each si a value that is proportional to the true uncertainty. The crucial point is that 
agreement between si  and σi in absolute sense is not necessary; agreement on a relative scale is 
sufficient. The reason for this is that Q(1,0) is a ratio of two estimates of the residual variance: one 
based on the magnitudes of the point residuals, and one based on the serial correlation between 
them. Since it is a ratio, Q(1,0) is immune to any common factor by which the weighted residuals 
may be incorrect. Problems like the 20% underestimation that we discussed in the example of the 
χ2-test therefore do not occur if Q(1,0) is used. This is the great advantage of the Durbin-Watson 
test. The outcome is much less sensitive to user misjudgements of the noise magnitude. As we will 
see, this is also true for misjudgements other than a simple common factor. 

Durbin and Watson have calculated the statistical properties of Q(1,0)[2]. They found that 
for correct approximants the expectation value of Q(1,0) is approximately 

! 

2(N "1) /N  and the 
standard deviation is about 

! 

2 / N "m , where in the present case m = L + D, with L the number of 
intervals and D the polynomial degree of the spline. The exact values of the expectation value and 
the standard deviation depend on the data abscissae xi  and on the approximating function, but 
fortunately there are two limiting distributions of Q(1,0), on which statistical tests can be based. 
These will be called the “tolerant” and “strict” Durbin-Watson tests, which we normally apply with 
a confidence interval of 0.95. Incidentally, the fact that these tests are used in spline2 is less 
straightforward than it seems, because the program uses a more generalized version of the statistic 
than Q(1,0), namely one that takes into account autocorrelation effects. To see how autocorrelation 
comes in, we first rewrite Eq. (10) as 
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with 
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For uncorrelated data the expectation value of C(1,0) is zero, which is a statement similar to Eq. (5). 
In fact, for any n the expectation value of C(n,0), defined as 
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should be zero for truly white noise. Next, this quantity is generalized to the case of possibly 
correlated data, and we introduce, in the spirit of Eq. (6), 
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which, again, is expected to be zero for a good fit (of course, any other assumed autocorrelation 
function may take the place of the exponential function in Eq. (16)). Inserting this expression into 
Eq. (13) we find as modified Durbin-Watson statistic 
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One final step still needs to be taken. The quantity Q(n,ξ) refers to one n value only; that is, the 
actual autocorrelation function is compared with the assumed autocorrelation function on the basis 
of only one value for the data index spacing n [4]. To obtain a comparison over a wider range of the 
autocorrelation function, we take the average over several n values and arrive at our final 
generalized Durbin-Watson statistic q, 
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which is a function of ξ. In the spline2 algorithms the value of nmax is taken large enough to let n 
cover the most significant range of the autocorrelation function, 
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where the average data spacing 〈Δx〉 is given by 
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Algorithm 
On the basis of the foregoing information we can now explain the main algorithm of spline2: 
 
I. For a range of ξ values, from ξ = 0 to ξ = 3〈Δx〉 – in increments of 〈Δx〉/10 until ξ = 〈Δx〉, and in 
increments of 〈Δx〉/5 thereafter – spline2 executes the following steps (details can be found in Ref. 
[3]): 

1. A series of trial “equal-information” splines SL(x) with gradually increasing numbers of 
intervals L is fitted to the data in the least-squares sense. The term “equal-information” 
refers to splines of which the knots are positioned in such a way that each interval contains 
the same number of datapoints (or as close to this as possible). The series starts with L = 1, 
and in every step L is increased by 1 or by 5%, whichever is larger. For each fit q is 
calculated. 
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2. As soon as the tolerant Durbin-Watson test applied to q indicates that the fit is acceptable, 
the spline of this fit is considered a good first approximation. We denote this spline as 

! 

S
L1
(x). 

3. A second series of trial splines is fitted, starting from 

! 

S
L1
(x), but this time L is decreased 

in each step (by 1 or by 5%, whichever is larger), while at the same time an algorithm is 
applied that optimizes the distribution of knots on the basis of the preceding spline fit (Ref. 
[1]).  
4. The strict Durbin-Watson test is applied to all spline fits of this series. Of the ones that are 
found acceptable, the spline with the smallest number of knots is considered optimal for the 
particular value of ξ under investigation. Special case: if none of the splines in this series is 
found acceptable, the spline series of step 1 is extended by one more spline (L1 is increased) 
and the process is re-entered at step 3. 
5. A parameter α is calculated for the optimal spline found in step 4. This parameter 
measures how closely the residuals of the spline fit conform to the assumed autocorrelation 
function. Experience has shown that the following expression performs well, 
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where all n values in the range [1...nmax] are considered, see Eq. (19). Note that the value of 
α depends on ξ. 

 
II. After the loop over ξ is completed, all values α are examined. The smallest of these is 
considered to represent the best corrspondence with the assumed autocorrelation function. The ξ 
value that gave rise to this smallest α is then selected as the most probable value, and the 
corresponding optimal spline is finally presented to the user as the overall best. As output spline2 
also produces the estimate r of the true data uncertainties (relative to the user-supplied values). By 
rewriting Eq. (9) one sees that 
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where the weight factor wi is given by 
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The individual values wi are unknown, but we do know that 
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" ) =1. One can therefore come 
to the conclusion that 
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where the bars indicate the averaging process just described. In words, this equation approximately 
says: “The best spline fit has indicated that the uncertainties in the data are r times as large as the 
user-estimates”. 
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Application to pulse counting 
data 
As a first illustration of the fitting 
method proposed here, we show in 
Fig. 1 spectrometer data (N = 536, 
〈Δx〉 = 3.16) obtained in a gas-
desorption experiment [3]. Since the 
data yi are pulse counts and should 
obey Poisson statistics, the standard 
deviation of the noise component is 
known. Therefore, the values si were 
confidently set equal to √yi. The best 
cubic spline approximation found by 
the algorithm, S(x), is shown in Fig.1 
together with the data. The numerical 
results are L = 34, ξ = 0.95, α = 0.045, 
r = 0.975, with a Durbin-Watson 
statistic q = 2.05. It is seen that the 
spline captures all essential trends in 
the data successfully, and that it needs 
34 intervals (33 internal knots) to 
achieve this. Also the first and second 
derivatives of the spline have very 
acceptable forms (not shown), exhibiting no wild oscillations that would indicate overfitting. The 
value of r, nearly equal to 1, confirms that the data uncertainties were estimated correctly. The 
correlation length is found to be much smaller than the average data spacing (only 30%), which 
means that the value of the autocorrelation function between neighboring points is only exp(−1/0.3) 
= 0.036. This is so close to zero that one could consider the data effectively uncorrelated. In fact, 
this is in accordance with the experimental situation. The very small value of α confirms this. 

If, on the other hand, we pretend to know nothing about the data uncertainties and set all si 
equal to 1, the result is a spline, S0(x), with the following statistics: L = 30, ξ = 1.58, α = 0.116, r = 
816, q = 2.00. This spline is virtually identical to the previous one, as examplified by the fact that 
the largest difference in peak height is only 353 vertical units and the largest difference in peak 
position is only 3.0 horizontal units. The difference between S(x) and S0(x) is shown in Fig. 1. This 
test illustrates that the fitting algorithm is robust against misjudgements of the data uncertainties. 
 

Application to global temperature data 
As a second illustration we show the results of the current fitting method to a time series of world 
temperature data. Fig. 2 shows the yearly averages of the global temperature anomaly over the 
period 1856-2004 [5]. (“Temperature anomaly” is the temperature difference with respect to the 
1961-1990 average.) In this case N = 149, 〈Δx〉 = 1, and all si values were set equal to 1. The two 
drawn curves are the spline fits found by two versions of the present method. 
 If autocorrelation is ignored, i.e. if the program takes nmax = 1 and ξ = 0, a very wiggly 
spline is obtained, with L = 64, r = 0.072, q = 2.94 (red curve in Fig. 2). Technically this 
approximation is not incorrect, but it is not what most people would interpret as the ongoing world 
temperature trend. The reason is that spline2 has not considered the possibility of autocorrelation in 
the temperatures. Autocorrelation would be quite plausible, given the fact that the earth and its 
atmosphere can be seen as a system with a certain inertness. And this indeed turns out to be the 
case. If the program is told to detect autocorrelation, it produces a smooth, 3-interval spline, with L 
= 3, ξ = 0.7, α = 0.142, r = 0.100, q = 1.94 (blue curve in Fig. 2). This tells us that the random 

 
Fig. 1. Pulse counting data and fitted spline S(x). For clarity S(x) is 
also shown shifted upwards. The curve marked “difference” is S(x)–
S0(x), where S0(x) is the fit found under the assumption that all data 
would have equal uncertainties. 
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fluctuations in the yearly average 
temperature have a standard deviation of 
0.100 degrees Centigrade and an 
autocorrelation length, or rather 
autocorrelation time, of 0.7 years. The 
small value of α shows that the 
correlations agree well with the assumed 
exponential form of Eq. (6). Further 
inspection shows that α has indeed reached 
a pronounced minimum for ξ = 0.7; for 
example, α = 0.306 for ξ = 0.3 and α = 
0.224 for ξ = 1.1. In conclusion, the 
autocorrelation time of 0.7 years appears to 
be a real phenomenon. For completeness 
we mention that the standard deviation r = 
0.100 lies between the corresponding 
values generated by ordinary 6th and 7th 
degree polynomial fits over the entire time 
range. 
 

Conclusions 
We have presented a method to approximate data containing random errors by analytical functions, 
without having to make an advance choice of the mathematical family to which this function should 
belong, or of the number of parameters that should be used. Spline functions, in combination with a 
modified Durbin-Watson test statistic that takes into account possible autocorrelation in the random 
errors, are shown to perform well in this respect. Without user interference in the vast majority of 
cases tested over the years, the proposed method yields estimates of the approximant, the standard 
deviation of the random errors, and the autocorrelation length in a statistically consistent way. To 
illustrate this, the fitting algorithm has been applied to pulse counting data obtained from a gas 
desorption experiment and to the time series of annual world temperature averages. 
 

Progam availability 
The program spline2 (including its accompanying utility program evalsp) can be downloaded from 
http://structureandchange.3me.tudelft.nl and http://www.geocities.com/karolewski. Aslo available 
from Marcus Karolewski’s site is the Windows version spline2x, which has an easy-to-use 
graphical interface. Spline2 is also part of the freeware program Plot for Mac OSX by Michael 
Wesemann at http://plot.micw.eu. 
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Fig. 2. Yearly averages of the global temperature anomaly over 
the period 1856-2004 [5]. Red curve: spline fit with 
autocorrelation ignored. Blue curve: spline fit with 
autocorelation detected. See text for details. 
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